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arrow-erlang
    

Erlang implementation of the Apache Arrow in-memory
columnar format.
As of right now, arrow-erlang only provides serialization (write) of Erlang
data structures into to Arrow. Support for deserialization (read) will be added
soon.
We provide support for the Apache Arrow Columnar
Format
and the Apache Arrow IPC
Format.
Support for Flight RPC,
Flight SQL, as well
conversion of Arrow into other formats like Apache
Parquet, Apache Avro,
CSV and JSON is out of the scope of the project.
Build
In addition to an Erlang installation, you will need a Rust installation with
cargo. You can then add the following to your rebar.config:
{arrow, {git, "https://github.com/Benjamin-Philip/arrow.git"}}
And compile!
$ rebar3 compile

Format Support
This implementation is still a work in progress. As mentioned earlier, we do not
have read functionality as of right now, only write.
We support the following primitive data types:
	Int 8/16/32/64
	UInt 8/16/32/64
	Float 32/64
	Fixed Size Binary
	Binary
	Large Binary

and the following nested data types:
	Fixed Size List
	List
	Large List

support for the other data types (both primitive and nested) will be added soon.
IPC Format Support
Currently we support all the 3 "formats":
	Encapsulated Message Format
	Stream Format
	File Format

and the following message types:
	Schema
	RecordBatch

Support for the following will be added shortly:
	Buffer compression
	Endianness conversion
	Custom schema metadata

Support for the following will be added post v0.1.0:
	Dictionaries
	Replacement dictionaries
	Delta dictionaries
	Tensors
	Sparse Tensors




  

    
License
    



                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For the purposes of this definition,
      "control" means (i) the power, direct or indirect, to cause the
      direction or management of such entity, whether by contract or
      otherwise, or (ii) ownership of fifty percent (50%) or more of the
      outstanding shares, or (iii) beneficial ownership of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship, whether in Source or
      Object form, made available under the License, as indicated by a
      copyright notice that is included in or attached to the work
      (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean any work of authorship, including
      the original version of the Work and any modifications or additions
      to that Work or Derivative Works thereof, that is intentionally
      submitted to Licensor for inclusion in the Work by the copyright owner
      or by an individual or Legal Entity authorized to submit on behalf of
      the copyright owner. For the purposes of this definition, "submitted"
      means any form of electronic, verbal, or written communication sent
      to the Licensor or its representatives, including but not limited to
      communication on electronic mailing lists, source code control systems,
      and issue tracking systems that are managed by, or on behalf of, the
      Licensor for the purpose of discussing and improving the Work, but
      excluding communication that is conspicuously marked or otherwise
      designated in writing by the copyright owner as "Not a Contribution."

      "Contributor" shall mean Licensor and any individual or Legal Entity
      on behalf of whom a Contribution has been received by Licensor and
      subsequently incorporated within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      copyright license to reproduce, prepare Derivative Works of,
      publicly display, publicly perform, sublicense, and distribute the
      Work and such Derivative Works in Source or Object form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      (except as stated in this section) patent license to make, have made,
      use, offer to sell, sell, import, and otherwise transfer the Work,
      where such license applies only to those patent claims licensable
      by such Contributor that are necessarily infringed by their
      Contribution(s) alone or by combination of their Contribution(s)
      with the Work to which such Contribution(s) was submitted. If You
      institute patent litigation against any entity (including a
      cross-claim or counterclaim in a lawsuit) alleging that the Work
      or a Contribution incorporated within the Work constitutes direct
      or contributory patent infringement, then any patent licenses
      granted to You under this License for that Work shall terminate
      as of the date such litigation is filed.

   4. Redistribution. You may reproduce and distribute copies of the
      Work or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You
      meet the following conditions:

      (a) You must give any other recipients of the Work or
          Derivative Works a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works
          that You distribute, all copyright, patent, trademark, and
          attribution notices from the Source form of the Work,
          excluding those notices that do not pertain to any part of
          the Derivative Works; and

      (d) If the Work includes a "NOTICE" text file as part of its
          distribution, then any Derivative Works that You distribute must
          include a readable copy of the attribution notices contained
          within such NOTICE file, excluding those notices that do not
          pertain to any part of the Derivative Works, in at least one
          of the following places: within a NOTICE text file distributed
          as part of the Derivative Works; within the Source form or
          documentation, if provided along with the Derivative Works; or,
          within a display generated by the Derivative Works, if and
          wherever such third-party notices normally appear. The contents
          of the NOTICE file are for informational purposes only and
          do not modify the License. You may add Your own attribution
          notices within Derivative Works that You distribute, alongside
          or as an addendum to the NOTICE text from the Work, provided
          that such additional attribution notices cannot be construed
          as modifying the License.

      You may add Your own copyright statement to Your modifications and
      may provide additional or different license terms and conditions
      for use, reproduction, or distribution of Your modifications, or
      for any such Derivative Works as a whole, provided Your use,
      reproduction, and distribution of the Work otherwise complies with
      the conditions stated in this License.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.
      Notwithstanding the above, nothing herein shall supersede or modify
      the terms of any separate license agreement you may have executed
      with Licensor regarding such Contributions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor,
      except as required for reasonable and customary use in describing the
      origin of the Work and reproducing the content of the NOTICE file.

   7. Disclaimer of Warranty. Unless required by applicable law or
      agreed to in writing, Licensor provides the Work (and each
      Contributor provides its Contributions) on an "AS IS" BASIS,
      WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
      implied, including, without limitation, any warranties or conditions
      of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
      PARTICULAR PURPOSE. You are solely responsible for determining the
      appropriateness of using or redistributing the Work and assume any
      risks associated with Your exercise of permissions under this License.

   8. Limitation of Liability. In no event and under no legal theory,
      whether in tort (including negligence), contract, or otherwise,
      unless required by applicable law (such as deliberate and grossly
      negligent acts) or agreed to in writing, shall any Contributor be
      liable to You for damages, including any direct, indirect, special,
      incidental, or consequential damages of any character arising as a
      result of this License or out of the use or inability to use the
      Work (including but not limited to damages for loss of goodwill,
      work stoppage, computer failure or malfunction, or any and all
      other commercial damages or losses), even if such Contributor
      has been advised of the possibility of such damages.

   9. Accepting Warranty or Additional Liability. While redistributing
      the Work or Derivative Works thereof, You may choose to offer,
      and charge a fee for, acceptance of support, warranty, indemnity,
      or other liability obligations and/or rights consistent with this
      License. However, in accepting such obligations, You may act only
      on Your own behalf and on Your sole responsibility, not on behalf
      of any other Contributor, and only if You agree to indemnify,
      defend, and hold each Contributor harmless for any liability
      incurred by, or claims asserted against, such Contributor by reason
      of your accepting any such warranty or additional liability.

   END OF TERMS AND CONDITIONS

   APPENDIX: How to apply the Apache License to your work.

      To apply the Apache License to your work, attach the following
      boilerplate notice, with the fields enclosed by brackets "[]"
      replaced with your own identifying information. (Don't include
      the brackets!)  The text should be enclosed in the appropriate
      comment syntax for the file format. We also recommend that a
      file or class name and description of purpose be included on the
      same "printed page" as the copyright notice for easier
      identification within third-party archives.

   Copyright [yyyy] [name of copyright owner]

   Licensed under the Apache License, Version 2.0 (the "License");
   you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

       http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.




  

    
Quick run-through
    

Mix.install([
  {:arrow, git: "https://github.com/Benjamin-Philip/arrow.git"}
])
Introduction
Serializing Erlang into Arrow typically follows the following sequence of
events:
	Creating a Schema
Message
with the schema of the data
	Creating Arrow Arrays for each column in the schema.
	Combining the columns of each batch or table into a RecordBatch
Message
	Combining the Schema and all the RecordBatches into an IPC
Stream
or an IPC
File

Technically, to use the Arrow Columnar Format itself you only need to do
step 2. The other steps are in order to use Arrow
IPC
which is an abstraction over the Arrow Columnar Format. IPC specifies a format
to organize multiple Arrow Arrays, and is the standard choice when you do not
have your own custom format detailing so.
For the purposes of illustration, let use assume that we have to export the
annual marks of a school to Arrow.
Creating a Schema
The marksheet of each class has 4 columns:
	id, which is the Roll no.
	name, which is the first name of the student
	age, which is the age of the student
	marks, which is a list of all the marks of the student

Ideally the marks should've been split into columns for each subject, but we are
using a list to show how to manage nested types. We can pretend that the school
administration is stupid or something.
First, we must declare a field for each column:
IdField = arrow_ipc_field:from_erlang({int, #{bit_width => 8, is_signed => true}}, "id"),
NameField = arrow_ipc_field:from_erlang(large_binary, "name"),
AgeField = arrow_ipc_field:from_erlang({int, #{bit_width => 8, is_signed => false}}, "age"),
AnnualMarksField = 
    arrow_ipc_field:from_erlang(
        {fixed_size_list, #{list_size => 3}}, "annual_marks", [
            arrow_ipc_field:from_erlang(
                {int, #{bit_width => 8, is_signed => false}}
            )
        ]
    ).
As you may have noticed, the parameters for declaring a field is the field type,
followed by the field name. Each type may have extra metadata associated with
it, such as the int. In the case of a nested datatype, we must also include a
list of the fields that are nested.
We then must take those fields and combine them into a schema:
Schema = arrow_ipc_schema:from_erlang([IdField, NameField, AgeField, AnnualMarksField]).
And that schema into a message:
SchemaMsg = arrow_ipc_message:from_erlang(Schema).
Creating Arrow Arrays
Now that we've got a schema, it is time to create the data for that schema.
Let's assume that there are 3 classes, Class1, Class2, and Class3. We must
create the data for each class separately:
Here's Class1:
Class1Id = arrow_array:from_erlang(fixed_primitive, [0, 1, 2, undefined], {s, 8}),
Class1Name = arrow_array:from_erlang(
        variable_binary, [<<"alice">>, <<"bob">>, <<"charlie">>, undefined], {bin, undefined}
    ),
Class1Age = arrow_array:from_erlang(fixed_primitive, [10, 20, 30, undefined], {s, 8}),
Class1AnnualMarks = arrow_array:from_erlang(
        fixed_list, [[100, 97, 98], [100, 99, 96], [100, 98, 95], undefined], {s, 8}
    ),
Class1Columns = [Class1Id, Class1Name, Class1Age, Class1AnnualMarks].
Class2:
Class2Id = arrow_array:from_erlang(fixed_primitive, [3, 4, 5], {s, 8}),
Class2Name = arrow_array:from_erlang(
        variable_binary, [<<"anne"/utf8-little>>, <<"benoît"/utf8-little>>, <<"clément"/utf8-little>>], {bin, undefined}
    ),
Class2Age = arrow_array:from_erlang(fixed_primitive, [10, 20, 30], {s, 8}),
Class2AnnualMarks = arrow_array:from_erlang(
        fixed_list, [[90, 87, 75], [85, 99, 96], [75, 88, 60]], {s, 8}
    ),
Class2Columns = [Class2Id, Class2Name, Class2Age, Class2AnnualMarks].
Class3:
Class3Id = arrow_array:from_erlang(fixed_primitive, [6, 7, 8], {s, 8}),
Class3Name = arrow_array:from_erlang(
        variable_binary, [<<"anjali">>, <<"biju">>, <<"chandra">>], {bin, undefined}
    ),
Class3Age = arrow_array:from_erlang(fixed_primitive, [10, 20, 30], {s, 8}),
Class3AnnualMarks = arrow_array:from_erlang(
        fixed_list, [[100, 100, 98], [100, 100, 100], [99, 98, 97]], {s, 8}
    ),
Class3Columns = [Class3Id, Class3Name, Class3Age, Class3AnnualMarks].
Combining Data into a RecordBatch
RecordBatches are used to model different data with the same schema. In this
case marks from different classes. Another example would marks of the same class
throughout different years. The columns that make up such a table can be
combined like so:
Class1RecordBatch = arrow_ipc_record_batch:from_erlang(Class1Columns),
Class2RecordBatch = arrow_ipc_record_batch:from_erlang(Class2Columns),
Class3RecordBatch = arrow_ipc_record_batch:from_erlang(Class3Columns).
Each of these RecordBatches need a body:
Class1Msg = arrow_ipc_message:body_from_erlang(Class1Columns),
Class2Msg = arrow_ipc_message:body_from_erlang(Class2Columns),
Class3Msg = arrow_ipc_message:body_from_erlang(Class3Columns).
Which can then be combined into a message:
Class1Msg = arrow_ipc_message:from_erlang(Class1RecordBatch, Class1Body),
Class2Msg = arrow_ipc_message:from_erlang(Class2RecordBatch, Class3Body),
Class3Msg = arrow_ipc_message:from_erlang(Class3RecordBatch, Class3Body).
If we wanted to, we could serialize these messages into an Encapsulated message:
Class1EMF = arrow_ipc_message:to_ipc(Class1Msg),
Class2EMF = arrow_ipc_message:to_ipc(Class2Msg),
Class3EMF = arrow_ipc_message:to_ipc(Class3Msg).
Typically, you wouldn't directly use an encapsulated message but a stream or a file instead.
Combining Messages into Streams and Files
Now that we have a schema and some record batches, we can combine them into a
stream and a file. The difference between a stream and a file is thin: a file is
a superset of the stream which supports random access and is meant to be saved
to a file.
We can create a stream like this:
arrow_ipc_message:to_stream([SchemaMsg, Class1Msg, Class2Msg, Class3Msg]).
Or a file like this:
ErlFile = arrow_ipc_file:from_erlang(SchemaMsg, [Class1Msg, Class2Msg, Class3Msg]),
File = arrow_ipc_file:to_ipc(ErlFile).
We could then save that binary into a file:
file:write_file("/tmp/annual_marks.feather", File).
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Provides a record, a behaviour, and functions to work with Apache Arrow Arrays.
This module as mentioned, provides conveniences for working with Apache Arrow Arrays[1] of different Layouts[2]. Firstly, it provides a record to represent all the Layout. Secondly, it provides a behaviour for different layouts to adhere to common functionality. Lastly, it provides functions to work with Arrays in a common manner.
[bookmark: The_Structure_of_an_Array]The Structure of an Array
arrow's implementation of an Array has the following fields in its record definition:
	layout, of type atom(), which represents the Layout of the Array.
	type, of type arrow_type:arrow_type(), which represents the Logical Type[3] of the Array.
	len, of type pos_integer(), which represents the Array's Length[4].
	element_len, of type pos_integer() or undefined, which represents the Length of each element in an Array. Currently it only has an integer value in the Fixed-Size List Layout[5]
	null_count, of type non_neg_integer(), which represents the Array's Null Count[4], or the number of undefined values in the Array.
	validity_bitmap, which is a buffer (arrow_buffer) or the atom undefined, which represents the Array's Validity Bitmap[6].
	offsets, which is a buffer (arrow_buffer) which represents the Offsets[7], or the start position of each slot in the data buffer of an Array.
	data, which is a buffer (arrow_buffer), which represents the Array's Value Buffer, whose layout differs based on the Array Layout.

Certain fields are not required for certain layouts. For example, for the Fixed-Sized Primitive Layout, the offsets field is not required, in which case it is assigned as undefined. Similarly, the validity_bitmap is not required if there are no null values, in which case it is also assigned as undefined.
[bookmark: The_Behaviour_of_an_Array]The Behaviour of an Array
As of right now, a layout needs to implement the from_erlang/2 callback. This is then used in the from_erlang/3 function to create new arrays.
[bookmark: Functions_for_working_with_Arrays]Functions for working with Arrays
As of right now, only functions to access the various fields, to create new arrays, and to serialize arrays to arrow exist.
[bookmark: References]References
[1]: https://arrow.apache.org/docs/format/Glossary.html#term-array
[2]: https://arrow.apache.org/docs/format/Glossary.html#term-physical-layout
[3]: https://arrow.apache.org/docs/format/Glossary.html#term-type
[4]: https://arrow.apache.org/docs/format/Columnar.html#null-count
[5]: https://arrow.apache.org/docs/format/Columnar.html#fixed-size-list-layout
[6]: https://arrow.apache.org/docs/format/Columnar.html#validity-bitmaps
[7]: https://arrow.apache.org/docs/format/Columnar.html#variable-size-binary-layout
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        array/0

      


        Represents an Array.


    


    
      
        layout/0

      


        Represents the Layout of an Array.


    





  
    Callbacks
  


    
      
        from_erlang/2

      


        Creates a new array of a certain layout, given its value and options from its erlang representation.


    





  
    Functions
  


    
      
        data(Array)

      


        Returns the data of an array.


    


    
      
        element_len(Array)

      


        Returns the length of an array.


    


    
      
        from_erlang(Layout, Value, Opts)

      


        A common way to create a new array, given its layout, value, and options. from its erlang representation.


    


    
      
        layout(Array)

      


        Returns the layout of an array.


    


    
      
        len(Array)

      


        Returns the length of an array.


    


    
      
        null_count(Array)

      


        Returns the null count of an array.


    


    
      
        offsets(Array)

      


        Returns the offsets of an array.


    


    
      
        to_arrow(Array)

      


        Serializes an array into the Arrow binary form.



    


    
      
        type(Array)

      


        Returns the type of an array.


    


    
      
        validity_bitmap(Array)

      


        Returns the validity bitmap of an array.
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      Link to this type
    
    array/0


      
       
       View Source
     


  


  

      

          -type array() :: #array{}.


      


Represents an Array.
  



  
    
      
      Link to this type
    
    layout/0


      
       
       View Source
     


  


  

      

          -type layout() :: fixed_primitive | variable_binary | fixed_list | variable_list.


      


Represents the Layout of an Array.
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      Link to this callback
    
    from_erlang/2


      
       
       View Source
     


  


  

      

          -callback from_erlang(Value :: [arrow_type:native_type()], Opts :: map()) -> Array :: #array{}.


      


Creates a new array of a certain layout, given its value and options from its erlang representation.
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      Link to this function
    
    data(Array)


      
       
       View Source
     


  


  

      

          -spec data(Array :: #array{}) -> Data :: #buffer{} | #array{} | undefined.


      


Returns the data of an array.
  



  
    
      
      Link to this function
    
    element_len(Array)


      
       
       View Source
     


  


  

      

          -spec element_len(Array :: #array{}) -> Length :: pos_integer() | undefined.


      


Returns the length of an array.
  



  
    
      
      Link to this function
    
    from_erlang(Layout, Value, Opts)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Layout :: layout(),
            Value :: [arrow_type:native_type()],
            Opts :: map() | arrow_type:arrow_type()) ->
               Array :: #array{}.


      


A common way to create a new array, given its layout, value, and options. from its erlang representation.
  



  
    
      
      Link to this function
    
    layout(Array)
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          -spec layout(Array :: #array{}) -> Layout :: layout().


      


Returns the layout of an array.
  



  
    
      
      Link to this function
    
    len(Array)


      
       
       View Source
     


  


  

      

          -spec len(Array :: #array{}) -> Length :: pos_integer().


      


Returns the length of an array.
  



  
    
      
      Link to this function
    
    null_count(Array)


      
       
       View Source
     


  


  

      

          -spec null_count(Array :: #array{}) -> NullCount :: non_neg_integer().


      


Returns the null count of an array.
  



  
    
      
      Link to this function
    
    offsets(Array)


      
       
       View Source
     


  


  

      

          -spec offsets(Array :: #array{}) -> Offsets :: #buffer{} | undefined.


      


Returns the offsets of an array.
  



  
    
      
      Link to this function
    
    to_arrow(Array)


      
       
       View Source
     


  


  

      

          -spec to_arrow(Array :: #array{}) -> Arrow :: binary().


      


Serializes an array into the Arrow binary form.
Serializes the buffers of an Array and concatenates them in the following order:
	validity
	offsets
	data

In case an array doesn't have any of the following buffers, it is ommitted. (e.g. validity in arrays with a null count of 0, offsets in fixed primitive arrays). In the case of a nested array, data will be serialized form of nested array.
Do note that this is just binary form that includes the buffers in an Array, and not IPC.
  



  
    
      
      Link to this function
    
    type(Array)


      
       
       View Source
     


  


  

      

          -spec type(Array :: #array{}) -> Type :: arrow_type:arrow_type().


      


Returns the type of an array.
  



  
    
      
      Link to this function
    
    validity_bitmap(Array)


      
       
       View Source
     


  


  

      

          -spec validity_bitmap(Array :: #array{}) -> ValidityBitmap :: #buffer{} | undefined.


      


Returns the validity bitmap of an array.
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Validity Bitmap implementation for arrow.
Defines a function validity_bitmap/1 to return the Validity Bitmap[1] along with the Null Count[2], of an Array.
An important thing to consider about our implementation of the Null Count is that we need to support both undefined and nil as null values as they are the conventions for null values in Erlang, and Elixir respectively.
There are 5 important characteristics to remember about the validity bitmap:
	A null value is represented by a 0 bit, and a non null value by a 1 bit.
	Every 8 elements's validities are batched into a byte, which are then reversed as Arrow uses least-significant bit (LSB) numbering (more in attached reference).
	If a "batch" consists of less than 8 elements, its validity needs to be padded by 0 bits so that it can make a byte.
	Each byte is stored in a slot of a Buffer (see docs for arrow_buffer). This buffer with the validities of each batch of 8 elements make up what is called the Validity Bitmap.
	If the Null Count is 0, we can allocate the Validity Bitmap as a NULL pointer (which in Erlang's case is undefined).

[1]: https://arrow.apache.org/docs/format/Columnar.html#validity-bitmaps
[2]: https://arrow.apache.org/docs/format/Columnar.html#null-count
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        validity_bitmap(Value)

      


        Returns the Validity Bitmap along with the Null Count, of an Array.
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      Link to this function
    
    validity_bitmap(Value)


      
       
       View Source
     


  


  

      

          -spec validity_bitmap(Value :: [arrow_type:native_type()] | list()) ->
                   {Bitmap :: #buffer{}, non_neg_integer()}.


      


Returns the Validity Bitmap along with the Null Count, of an Array.
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Buffer implementation for arrow. This module adds suppport for buffers, or Contiguous Memory Regions.
There are multiple things to know about buffers[1]:
	Each value it stores is called an element or a slot[2].
	Each slot's length (in bytes) is a positive integer. As a result when we say that a slot has a length of 1, we mean that each slot has a length of 1 byte.
	The buffer's length in the metadata refers to the unpadded binary's size in bytes.
	All buffers have a size that is a multiple of 64. If their data's length is not a multiple of 64, it must be padded (in this implementation, by zeros).
	Null values are represented in this implementation by zeros.
	In this implementation buffers can be initialized from raw bytes as data apart datatypes supported by Arrow. This is so that the Validity Bitmap Buffer can be initialized.

[1]: https://arrow.apache.org/docs/format/Glossary.html#term-buffer
[2]: https://arrow.apache.org/docs/format/Glossary.html#term-slot
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        from_erlang(Value, Type)

      


        Creates a new buffer from a list of Erlang values or binaries, given its type


    


    
      
        from_erlang(Data, Type, DataLen)

      


        Creates a new buffer from a list of Erlang values or binaries, given its type and length


    


    
      
        size(Buffer)

      


        Returns the size of the buffer inclusive of padding in bytes.


    


    
      
        to_arrow(Buffer)

      


        Returns an Arrow buffer binary given a buffer.


    


    
      
        to_erlang(Buffer)

      


        Returns a list of Erlang values or binaries from a buffer.
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      Link to this function
    
    from_erlang(Value, Type)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Value :: [arrow_type:native_type()] | binary(),
            Type :: arrow_type:arrow_longhand_type()) ->
               Buffer :: #buffer{}.


      


Creates a new buffer from a list of Erlang values or binaries, given its type
  



  
    
      
      Link to this function
    
    from_erlang(Data, Type, DataLen)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Data :: [arrow_type:native_type()] | binary(),
            Type :: arrow_type:arrow_longhand_type(),
            DataLen :: pos_integer() | undefined) ->
               Buffer :: #buffer{}.


      


Creates a new buffer from a list of Erlang values or binaries, given its type and length
  



  
    
      
      Link to this function
    
    size(Buffer)


      
       
       View Source
     


  


  

      

          -spec size(Buffer :: #buffer{}) -> pos_integer().


      


Returns the size of the buffer inclusive of padding in bytes.
  



  
    
      
      Link to this function
    
    to_arrow(Buffer)


      
       
       View Source
     


  


  

      

          -spec to_arrow(Buffer :: #buffer{}) -> binary().


      


Returns an Arrow buffer binary given a buffer.
  



  
    
      
      Link to this function
    
    to_erlang(Buffer)


      
       
       View Source
     


  


  

      

          -spec to_erlang(Buffer :: #buffer{}) -> [arrow_type:native_type()].


      


Returns a list of Erlang values or binaries from a buffer.
  


        

      



  

    
arrow_fixed_list_array 
    



      
Provides support for Arrow's Fixed-Size List Layout.
This module provides support for the Fixed-Size List Layout[1], which is an layout that supports storing a list of lists of a specific length and nesting.
[bookmark: Invalid_Input]Invalid Input
It is important that care is taken when passing input values to this module. For performance reasons, the input is not validated. The function crashes on nesting that is inconsitent: a. with the type, b. between elements. The lists are checked to have the same length as each other at the top level, but not for deeper levels. The behaviour of the module on invalid input CANNOT BE GUARANTEED. Therefore, one must be careful to not to CRASH THE PROCESS or worse still, PRODUCE INVALID OUTPUT.
Any input must follow the following rules:
	The length of each element must be consistent with the type
	The nesting of each element must be consistent with the type
	The length of each element must be consistent with each other
	The nesting of each element must be consistent with each other
	The nested type is a fixed_list (as only then can fixed size be guaranteed)

[1]: https://arrow.apache.org/docs/format/Columnar.html#fixed-size-list-layout
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        from_erlang(Values, Type)

      


        Creates a Fixed-Size List Array given the values and type.



    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    from_erlang(Values, Type)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Values :: list(), Type :: map() | arrow_type:arrow_type()) -> Array :: #array{}.


      


Creates a Fixed-Size List Array given the values and type.
Accepts a map with the type, or the type directly.
  


        

      



  

    
arrow_fixed_primitive_array 
    



      
Provides support for Arrow's Fixed-Size Primitive Layout.
The Primitive Layout[1] uses the following metadata in the arrow_array:
	layout, of type atom(), and a constant value of fixed_primitive.
	type, of type arrow_type:arrow_primitive_type(), which represents the Logical Type of the Array.
	len, of type pos_integer(), which represents the Array's Length.
	null_count, of type non_neg_integer(), which represents the Array's Null Count, or the number of undefined values in the Array.
	validity_bitmap, which is a buffer (arrow_buffer) or the atom undefined, which represents the Array's Validity Bitmap[2].
	data, which is a buffer (arrow_buffer), which represents the Array's Value Buffer.

The offsets field will be allocated as undefined. Same goes for the validity_bitmap field in the case of a 0 null_count.
[1]: https://arrow.apache.org/docs/format/Columnar.html#fixed-size-primitive-layout
[2]: https://arrow.apache.org/docs/format/Columnar.html#validity-bitmaps
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        from_erlang(Value, Type)

      


        Creates a new primitive array, given its value and type from its erlang representation.
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      Link to this function
    
    from_erlang(Value, Type)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Value :: [arrow_type:native_type()],
            Type :: map() | arrow_type:arrow_primitive_type()) ->
               Array :: #array{}.


      


Creates a new primitive array, given its value and type from its erlang representation.
Accepts a map with the type, or the type directly.
  


        

      



  

    
arrow_format_nif 
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        serialize_footer(_)

      


    


    
      
        serialize_message(_)

      


    


    
      
        test_decode(_)

      


    


    
      
        test_encode(_)
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      Link to this function
    
    serialize_footer(_)


      
       
       View Source
     


  


  


  



  
    
      
      Link to this function
    
    serialize_message(_)


      
       
       View Source
     


  


  


  



  
    
      
      Link to this function
    
    test_decode(_)


      
       
       View Source
     


  


  


  



  
    
      
      Link to this function
    
    test_encode(_)


      
       
       View Source
     


  


  


  


        

      



  

    
arrow_ipc_field 
    



      
Provides a record and functions to deal with individual fields in a Schema
A Field[1] represents a single column in a table (which is represented by a Schema[2]). This module provides a record and a function to manage all the metadata required to represent a column. Metadata such as:
	name: The Name of the column. This can either be a string or null.
	nullable: A boolean representing whether a column can have null values. Generally true.
	type: The Type of the column, and is of type arrow_ipc_type:ipc_type()
	dictionary: A boolean representing if the column is dictionary encoded
	children: The child fields of a nested datatype
	custom_metadata: A list of custom metadata in key-value format

Currently, dictionary encoding and custom metadata are not supported, but they have been added for forwards comapatibility.
[1]: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L469-L492
[2]: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L514-L530
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    Functions
  


    
      
        from_erlang(Type)

      


        Creates a field given the type of the column. Assigns the name as undefined.


    


    
      
        from_erlang(Type, Name)

      


        Creates a field given the type and name of the column.


    


    
      
        from_erlang(Type, Name, Children)

      


        Creates a field given the type, name and children of the column.
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      Link to this function
    
    from_erlang(Type)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Type :: arrow_ipc_type:ipc_type()) -> Field :: #field{}.


      


Creates a field given the type of the column. Assigns the name as undefined.
  



  
    
      
      Link to this function
    
    from_erlang(Type, Name)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Type :: arrow_ipc_type:ipc_type(), Name :: string() | undefined) -> Field :: #field{}.


      


Creates a field given the type and name of the column.
  



  
    
      
      Link to this function
    
    from_erlang(Type, Name, Children)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Type :: arrow_ipc_type:ipc_type(),
            Name :: string() | undefined,
            Children :: [#field{}]) ->
               Field :: #field{}.


      


Creates a field given the type, name and children of the column.
  


        

      



  

    
arrow_ipc_file 
    



      
Provides records and functions to deal with the IPC File.
The IPC File[1] is an extension of the IPC Stream[2] that supports random access with the help of a footer which contains the offsets of all the messages.
[1]: https://arrow.apache.org/docs/format/Columnar.html#ipc-file-format [2]: https://arrow.apache.org/docs/format/Columnar.html#ipc-streaming-format
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        from_erlang(Message, RecordBatches)

      


        Creates a file given a schema message and a list of record batch messages.


    


    
      
        to_ipc(File)

      


        Serializes a file into the IPC File Format
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      Link to this function
    
    from_erlang(Message, RecordBatches)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Schema :: #message{}, RecordBatches :: [#message{}]) -> #file{}.


      


Creates a file given a schema message and a list of record batch messages.
  



  
    
      
      Link to this function
    
    to_ipc(File)


      
       
       View Source
     


  


  

      

          -spec to_ipc(File :: #file{}) -> SerializedFile :: binary().


      


Serializes a file into the IPC File Format
  


        

      



  

    
arrow_ipc_message 
    



      
Provides a record and functions to deal with the Encapsulated Message Format.
A Message is a serialized form of a Schema[1] or a RecordBatch[2] (which may be required to read a serialized array) along with some metadata. This module provides a record and a function to manage all the metadata required to represent a message. Metadata such as:
	version: The Apache Arrow Format Version. One of v1..v5. Defaults to v5.
	header: The metadata of the Schema or RecordBatch
	body_length: The length of the body in bytes
	custom_metadata: A list of custom metadata in key-value format
	body: The actual body. Can be undefined (in the case of Schema) or a binary (in the case of Record Batch).

Currently, changing the version and custom metadata are not supported, but they have been added for forwards comapatibility.
This module also provides the to_ipc/1 function which serializes the message into the Encapsulated Message Format[3]. However, this function gives incomplete output with invalid metadata, because of an unsatisfied dependency on flatbuffers, which is required for serializing the metadata.
[1]: https://arrow.apache.org/docs/format/Columnar.html#schema-message
[2]: https://arrow.apache.org/docs/format/Columnar.html#recordbatch-message
[3]: https://arrow.apache.org/docs/format/Columnar.html#encapsulated-message-format
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        key_value/0

      


        Key-Value structure for custom metadata. See the definition for more info: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L432-L439


    


    
      
        metadata_version/0

      


        The Arrow version. See the definition for more info: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L28-L49


    





  
    Functions
  


    
      
        body_from_erlang(Columns)

      


        Returns the body of message from a list of arrays.



    


    
      
        from_erlang(Header)

      


        Creates a message given a data header.


    


    
      
        from_erlang(Header, Body)

      


        Creates a message given a data header and a body.


    


    
      
        metadata_len(EMF)

      


        Returns the Metadata Length of an EMF.


    


    
      
        to_ipc(Message)

      


        Serializes a message into the Encapsulated Message Format.


    


    
      
        to_stream(Messages)

      


        Serializes a list of messages or EMFs into a Stream.
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      Link to this type
    
    key_value/0


      
       
       View Source
     


  


  

      

          -type key_value() :: #{key => string(), value => string()}.


      


Key-Value structure for custom metadata. See the definition for more info: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L432-L439
  



  
    
      
      Link to this type
    
    metadata_version/0


      
       
       View Source
     


  


  

      

          -type metadata_version() :: v1 | v2 | v3 | v4 | v5.


      


The Arrow version. See the definition for more info: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L28-L49
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      Link to this function
    
    body_from_erlang(Columns)


      
       
       View Source
     


  


  

      

          -spec body_from_erlang(Columns :: [#array{}]) -> Body :: binary().


      


Returns the body of message from a list of arrays.
Shorthand for:  <<<<(arrow_array:to_arrow(Array))/binary>> || Array <- Columns>>

  



  
    
      
      Link to this function
    
    from_erlang(Header)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Header :: #schema{} | #record_batch{}) -> Message :: #message{}.


      


Creates a message given a data header.
  



  
    
      
      Link to this function
    
    from_erlang(Header, Body)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Header :: #schema{} | #record_batch{}, Body :: binary()) -> Message :: #message{}.


      


Creates a message given a data header and a body.
  



  
    
      
      Link to this function
    
    metadata_len(EMF)


      
       
       View Source
     


  


  

      

          -spec metadata_len(EMF :: binary()) -> MetadataLen :: non_neg_integer().


      


Returns the Metadata Length of an EMF.
  



  
    
      
      Link to this function
    
    to_ipc(Message)


      
       
       View Source
     


  


  

      

          -spec to_ipc(Message :: #message{}) -> EMF :: binary().


      


Serializes a message into the Encapsulated Message Format.
  



  
    
      
      Link to this function
    
    to_stream(Messages)


      
       
       View Source
     


  


  

      

          -spec to_stream(Messages :: [#message{}] | [binary()]) -> Stream :: binary().


      


Serializes a list of messages or EMFs into a Stream.
  


        

      



  

    
arrow_ipc_record_batch 
    



      
Provides a record and functions to deal with RecordBatches
A RecordBatch[1] represents a list of equal length arrays and their coresponding buffers. This module provides a record and a function to manage all the metadata required to represent a RecordBatch. Metadata such as:
	length: The number of rows or records. In other words, the length of an array.
	nodes: A list of maps, where each map has the length and null count of an array
	buffers: A list of maps, where each map has the length and the offset (from the beginning of the message body) of a buffer of an array.
	compression: The compression applied on the body of the Record Batch. Can either by undefined (i.e. no compression), zstd for Zstandard[2], or lz4_frame for LZ4 Frame[3]. Defaults to undefined.

Currently, compression is not supported, but it has been added for forwards comapatibility.
You can find RecordBatches in the Arrow spec here[4].
[1]: https://github.com/apache/arrow/blob/16328f0ccc73b7df665b4a18feb6adf26b7aa0e2/format/Message.fbs#L81-L102
[2]: https://facebook.github.io/zstd/
[3]: https://android.googlesource.com/platform/external/lz4/+/HEAD/doc/lz4_Frame_format.md
[4]: https://arrow.apache.org/docs/format/Columnar.html#recordbatch-message
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        buffer/0

      


    


    
      
        field_node/0

      


    





  
    Functions
  


    
      
        from_erlang(Arrays)

      


        Creates a RecordBatch given a list of arrays
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      Link to this type
    
    buffer/0


      
       
       View Source
     


  


  

      

          -type buffer() :: #{offset => non_neg_integer(), length => pos_integer()}.


      



  



  
    
      
      Link to this type
    
    field_node/0


      
       
       View Source
     


  


  

      

          -type field_node() :: #{length => pos_integer(), null_count => non_neg_integer()}.
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      Link to this function
    
    from_erlang(Arrays)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Arrays :: [#array{}]) -> RecordBatch :: #record_batch{}.


      


Creates a RecordBatch given a list of arrays
  


        

      



  

    
arrow_ipc_schema 
    



      
Provides a record and functions to deal with Schemas
A Schema[1] represents a table, or a list of arrays of equal length. This module provides a record and a function to manage all the metadata required to represent a schema. Metadata such as:
	endianness: The Endianness of the table. One of little or big. Defaults to little.
	fields: The list of fields[2] in a table.
	type: The Layout of the column
	custom_metadata: A list of custom metadata in key-value format
	features: Any features used by the table which may not be present in other implementations of Arrow.

Currently, big endianness, custom metadata and features are not supported, but they have been added for forwards comapatibility.
You can find Schemas in the Arrow spec here[3].
[1]: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L514-L530
[2]: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L469-L492
[3]: https://arrow.apache.org/docs/format/Columnar.html#schema-message
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        endianness/0

      


        Endianness of the data. Either little or big.


    


    
      
        feature/0

      


        Features used in the data which may not be present in other implementations. See the definition: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L51-L78


    





  
    Functions
  


    
      
        from_erlang(Fields)

      


        Creates a Schema given an ordered list of fields.
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      Link to this type
    
    endianness/0


      
       
       View Source
     


  


  

      

          -type endianness() :: little | big.


      


Endianness of the data. Either little or big.
  



  
    
      
      Link to this type
    
    feature/0


      
       
       View Source
     


  


  

      

          -type feature() :: unused | dictionary_replacement | compressed_body.


      


Features used in the data which may not be present in other implementations. See the definition: https://github.com/apache/arrow/blob/3456131ab7350bee5d9569ffd63d3f0ee713991c/format/Schema.fbs#L51-L78
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      Link to this function
    
    from_erlang(Fields)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Fields :: [#field{}]) -> Schema :: #schema{}.


      


Creates a Schema given an ordered list of fields.
  


        

      



  

    
arrow_ipc_type 
    



      
Provides types and functions to work with IPC types.
This module provides functions and types to produce the types in IPC Schema definitions[1]. These types are generated according to these[2] definitions. The types have been represented in the form {TypeName, Metadata}, where TypeName is the name of the type and is an atom, and Metadata is a map of all the metadata associated with it. In case a type has no metadata associated with it, it is represented as just TypeName
[1]:https://github.com/apache/arrow/blob/main/format/Schema.fbs
[2]: https://github.com/apache/arrow/blob/main/format/Schema.fbs#L82-L430
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        fixed_size_list/0

      


        Represents a Fixed-Size List Layout Array.


    


    
      
        floating_point/0

      


        Represents a Fixed-Size Primitive Layout Array of f16, f32 or f64.


    


    
      
        int/0

      


        Represents a Fixed-Size Primitive Layout Array of an integral type.


    


    
      
        ipc_type/0

      


    


    
      
        large_binary/0

      


        Represents a Variable-Size Binary Layout Array with 64 bit offsets.


    


    
      
        large_list/0

      


        Represents a Variable-Size List Layout Array with 64 bit offsets.


    





  
    Functions
  


    
      
        from_erlang(Array)

      


        Returns the IPC Type for an #array{}.
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      Link to this type
    
    fixed_size_list/0


      
       
       View Source
     


  


  

      

          -type fixed_size_list() :: {fixed_size_list, #{list_size => pos_integer()}}.


      


Represents a Fixed-Size List Layout Array.
  



  
    
      
      Link to this type
    
    floating_point/0


      
       
       View Source
     


  


  

      

          -type floating_point() :: {floating_point, #{precision => half | single | double}}.


      


Represents a Fixed-Size Primitive Layout Array of f16, f32 or f64.
  



  
    
      
      Link to this type
    
    int/0


      
       
       View Source
     


  


  

      

          -type int() :: {int, #{bit_width => pos_integer(), is_signed => boolean()}}.


      


Represents a Fixed-Size Primitive Layout Array of an integral type.
  



  
    
      
      Link to this type
    
    ipc_type/0


      
       
       View Source
     


  


  

      

          -type ipc_type() :: int() | floating_point() | fixed_size_list() | large_binary() | large_list().


      



  



  
    
      
      Link to this type
    
    large_binary/0


      
       
       View Source
     


  


  

      

          -type large_binary() :: large_binary.


      


Represents a Variable-Size Binary Layout Array with 64 bit offsets.
  



  
    
      
      Link to this type
    
    large_list/0


      
       
       View Source
     


  


  

      

          -type large_list() :: large_list.


      


Represents a Variable-Size List Layout Array with 64 bit offsets.
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      Link to this function
    
    from_erlang(Array)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Array :: arrow_array:array()) -> Type :: ipc_type().


      


Returns the IPC Type for an #array{}.
  


        

      



  

    
arrow_offsets 
    



      
Provides support for Apache Arrow's Offsets
Arrow has a concept of offsets[1] in order to tell the length of a slot[2] or a single element in an array of variable-size elements. This module provides support for generating offsets.
There are couple of things to remember about offsets:
	Each element in the offsets coresponds to the distance in bytes of the coresponding element in the values from the beginning of the buffer.
I.E., distance of values[j] from beginning of the buffer = offsets[j].
	The very last element in the offsets is the length of the buffer, or distance of the end of the last slot from the beginning of the buffer.
	Thus, the offsets is one element longer than the values, or:
length(offsets) == length(values) + 1
	Therefore, in order to find the length of a slot, we subtract the offset the current element from the offset of the next element, or:
slot[j] = offsets[j + 1] - offsets[j]
	Null values have an offset of 0 as they take no memory in the buffer. Thus, the previous offset and the current offset are equivalent if the current element is a null.

[1]: https://arrow.apache.org/docs/format/Columnar.html#variable-size-binary-layout
[2]: https://arrow.apache.org/docs/format/Columnar.html#terminology
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        new(Value, Type)

      


        Returns the offsets array given some values and their type as a buffer.


    


    
      
        new(Value, Type, Length)

      


        Returns the offsets array given some values, their type and length as a buffer.
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      Link to this function
    
    new(Value, Type)


      
       
       View Source
     


  


  

      

          -spec new(Value :: [arrow_type:native_type()], Type :: arrow_type:arrow_longhand_type()) ->
       Buffer :: #buffer{}.


      


Returns the offsets array given some values and their type as a buffer.
  



  
    
      
      Link to this function
    
    new(Value, Type, Length)


      
       
       View Source
     


  


  

      

          -spec new(Value :: [arrow_type:native_type()],
    Type :: arrow_type:arrow_longhand_type(),
    Length :: pos_integer()) ->
       Buffer :: #buffer{}.


      


Returns the offsets array given some values, their type and length as a buffer.
  


        

      



  

    
arrow_type 
    



      
Provides representation for as well as functions for working with Arrow specific datatypes.
This module provides a longhand (a 2 tuple) as well as a shorthand (an atom) represenations for representing a primitive types. Additionally it represents Nested Types (i.e. Lists) as well as Native Types (i.e. Erlang Native Types that are supported by this package).
Generally, when we say an array A has type X, we mean that each element in A has type X. Thus, an array of type of Int8 would look like [1, 2, 3], but an array of type List<Int8> would look like [[1, 2], [3]].
[bookmark: Primitive_Types]Primitive Types
A Primitive Type is any type that refers to a single value (as opposed to a list of values). Currently it includes Booleans, Signed Integers, Unsigned Integers, Floats and Binaries. Both a longhand and shorthand syntax had been provided to initiate a type.
The following is a comprehensive list of all supported primitive types:
	Booleans
	Signed Integers: Includes Int 8, Int 16, Int 32 and Int 64
	Unsigned Integers: Includes UInt 8, UInt 16, UInt 32 and UInt 64
	Floats: Includes Float 16, Float 32 and Float 64
	Binaries

[bookmark: Shorthand_Syntax]Shorthand Syntax
In the shorthand syntax, you can just use a single atom to refer to a type, such that the atom is <name><size>. The name is a single letter that refers to the type, and the size is that type's size in bits. Take the example of Int 8. Its name is s, and size is 8. Thus in shorthand, it is s8. In the case of datatypes without variations, such as Booleans and Binaries, they are represented by just their datatype. Do note that internally the longhand syntax is used.
Here you can find the name of each type:
TypeNameExample AtomBooleansN/AboolSigned Integerss64Unsigned Integeruu16Floatff32BinariesN/AbinTypes that are shorthand are under the arrow_shorthand_type/0 and arrow_short_*() types.
[bookmark: Longhand_Syntax]Longhand Syntax
In longhand syntax, you use a 2 tuple to to refer to the type, such that the tuple is {Name, Size}. Thus, Int 8 would be represented as {s, 8}. Do note that in the case or Booleans and Binaries their Size is undefined, as the have variable or undefined size.
Types that are longhand are under the arrow_longhand_type/0 and arrow_long_*() types.
[bookmark: Nested_Type]Nested Type
A Nested Type is any data structure that supports nesting. This can include Lists, FixedLists, Maps, Structs and more, but is curently limited to FixedLists. Nested Types are represented using a 3 tuple: {NestedType, Type, Length}. NestedType refers to the data structure that is nesting your primitive type. Type refers to the type that is being nested in the data structure. Do note that Type can be a Primitive Type, or another Nested Type. Both the shorthand and the longhand syntax can be used or Primitive Types.Length refers to the length of each element, and will only be required to represent FixedLists.
It is important to remember while nesting that the type refers to the type of each element in an array. A list of Int8 is 2 dimensional, and a list of List<Int8> is 3 dimensional.
[bookmark: Native_Type]Native Type
A Native Type is any Erlang Datatype that can be serialized by arrow, and is represented by the type native_type/0. It currently only includes values that are primitive in nature such as booleans, integers, floats, binaries, and additionally the atoms undefined and nil to represent a NULL value.
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    Types
  


    
      
        arrow_bin/0

      


        Any binary whose length in bits is a multiple of 8.


    


    
      
        arrow_bool/0

      


        Apache Arrow Boolean. One of True or False


    


    
      
        arrow_float/0

      


        Any floating point number in Apache Arrow. Includes Float 16, Float 32 and Float 64.


    


    
      
        arrow_int/0

      


        Any signed integer in Apache Arrow. Includes Int 8, Int 16, Int 32 and Int 64.


    


    
      
        arrow_long_bin/0

      


        Longhand representation for binaries in Apache Arrow.


    


    
      
        arrow_long_bool/0

      


        Longhand representation for booleans in Apache Arrow.


    


    
      
        arrow_long_float/0

      


        Longhand representation for any floating point number in Apache Arrow. Includes Float 16, Float 32 and Float 64.


    


    
      
        arrow_long_int/0

      


        Longhand representation for any signed integer in Apache Arrow. Includes Int 8, Int 16, Int 32 and Int 64.


    


    
      
        arrow_long_nested_type/0

      


        A Nested Type in which the base primitive type is in longhand.


    


    
      
        arrow_long_uint/0

      


        Longhand representation for any unsigned integer in Apache Arrow. Includes UInt 8, UInt 16, UInt 32 and UInt 64.


    


    
      
        arrow_longhand_type/0

      


        Longhand syntax of any type.


    


    
      
        arrow_nested_type/0

      


        A Nested Type.


    


    
      
        arrow_primitive_type/0

      


        Any primitive logical type in Apache Arrow that is supported by arrow.


    


    
      
        arrow_short_bin/0

      


        Shorthand representation for booleans in Apache Arrow.


    


    
      
        arrow_short_bool/0

      


        Shorthand representation for booleans in Apache Arrow.


    


    
      
        arrow_short_float/0

      


        Shorthand representation for any floating point number in Apache Arrow. Includes Float 16, Float 32 and Float 64.


    


    
      
        arrow_short_int/0

      


        Shorthand representation for any signed integer in Apache Arrow. Includes Int 8, Int 16, Int 32 and Int 64.


    


    
      
        arrow_short_nested_type/0

      


        A Nested Type in which the base primitive type is in shorthand.


    


    
      
        arrow_short_uint/0

      


        Shorthand representation for any unsigned integer in Apache Arrow. Includes UInt 8, UInt 16, UInt 32 and UInt 64.


    


    
      
        arrow_shorthand_type/0

      


        Shorthand syntax of any type.


    


    
      
        arrow_type/0

      


        Any type that is native to Apache Arrow that is supported by arrow


    


    
      
        arrow_uint/0

      


        Any unsigned integer in Apache Arrow. Includes UInt 8, UInt 16, UInt 32 and UInt 64.


    


    
      
        native_type/0

      


        Any Erlang datatype which arrow supports serializing from and deserializing into.


    





  
    Functions
  


    
      
        bit_length(Type)

      


        Returns the size of the type in bits.


    


    
      
        byte_length(Type)

      


        Returns the size of the type in bytes.


    


    
      
        normalize(Type)

      


    


    
      
        serialize(Value, Type)
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      Link to this type
    
    arrow_bin/0


      
       
       View Source
     


  


  

      

          -type arrow_bin() :: arrow_long_bin() | arrow_short_bin().


      


Any binary whose length in bits is a multiple of 8.
  



  
    
      
      Link to this type
    
    arrow_bool/0


      
       
       View Source
     


  


  

      

          -type arrow_bool() :: arrow_long_bool() | arrow_short_bool().


      


Apache Arrow Boolean. One of True or False
  



  
    
      
      Link to this type
    
    arrow_float/0


      
       
       View Source
     


  


  

      

          -type arrow_float() :: arrow_long_float() | arrow_short_float().


      


Any floating point number in Apache Arrow. Includes Float 16, Float 32 and Float 64.
  



  
    
      
      Link to this type
    
    arrow_int/0


      
       
       View Source
     


  


  

      

          -type arrow_int() :: arrow_long_int() | arrow_short_int().


      


Any signed integer in Apache Arrow. Includes Int 8, Int 16, Int 32 and Int 64.
  



  
    
      
      Link to this type
    
    arrow_long_bin/0


      
       
       View Source
     


  


  

      

          -type arrow_long_bin() :: {bin, undefined}.


      


Longhand representation for binaries in Apache Arrow.
  



  
    
      
      Link to this type
    
    arrow_long_bool/0


      
       
       View Source
     


  


  

      

          -type arrow_long_bool() :: {bool, undefined}.


      


Longhand representation for booleans in Apache Arrow.
  



  
    
      
      Link to this type
    
    arrow_long_float/0


      
       
       View Source
     


  


  

      

          -type arrow_long_float() :: {f, 16} | {f, 32} | {f, 64}.


      


Longhand representation for any floating point number in Apache Arrow. Includes Float 16, Float 32 and Float 64.
  



  
    
      
      Link to this type
    
    arrow_long_int/0


      
       
       View Source
     


  


  

      

          -type arrow_long_int() :: {s, 8} | {s, 16} | {s, 32} | {s, 64}.


      


Longhand representation for any signed integer in Apache Arrow. Includes Int 8, Int 16, Int 32 and Int 64.
  



  
    
      
      Link to this type
    
    arrow_long_nested_type/0


      
       
       View Source
     


  


  

      

          -type arrow_long_nested_type() ::
    {fixed_list, arrow_long_nested_type() | arrow_longhand_type(), pos_integer()} |
    {variable_list, arrow_long_nested_type() | arrow_longhand_type(), undefined}.


      


A Nested Type in which the base primitive type is in longhand.
  



  
    
      
      Link to this type
    
    arrow_long_uint/0


      
       
       View Source
     


  


  

      

          -type arrow_long_uint() :: {u, 8} | {u, 16} | {u, 32} | {u, 64}.


      


Longhand representation for any unsigned integer in Apache Arrow. Includes UInt 8, UInt 16, UInt 32 and UInt 64.
  



  
    
      
      Link to this type
    
    arrow_longhand_type/0


      
       
       View Source
     


  


  

      

          -type arrow_longhand_type() ::
    arrow_long_bool() |
    arrow_long_int() |
    arrow_long_uint() |
    arrow_long_float() |
    arrow_long_bin() |
    arrow_long_nested_type().


      


Longhand syntax of any type.
  



  
    
      
      Link to this type
    
    arrow_nested_type/0


      
       
       View Source
     


  


  

      

          -type arrow_nested_type() :: arrow_short_nested_type() | arrow_long_nested_type().


      


A Nested Type.
  



  
    
      
      Link to this type
    
    arrow_primitive_type/0


      
       
       View Source
     


  


  

      

          -type arrow_primitive_type() :: arrow_bool() | arrow_int() | arrow_uint() | arrow_float() | arrow_bin().


      


Any primitive logical type in Apache Arrow that is supported by arrow.
  



  
    
      
      Link to this type
    
    arrow_short_bin/0


      
       
       View Source
     


  


  

      

          -type arrow_short_bin() :: bin.


      


Shorthand representation for booleans in Apache Arrow.
  



  
    
      
      Link to this type
    
    arrow_short_bool/0


      
       
       View Source
     


  


  

      

          -type arrow_short_bool() :: bool.


      


Shorthand representation for booleans in Apache Arrow.
  



  
    
      
      Link to this type
    
    arrow_short_float/0


      
       
       View Source
     


  


  

      

          -type arrow_short_float() :: f16 | f32 | f64.


      


Shorthand representation for any floating point number in Apache Arrow. Includes Float 16, Float 32 and Float 64.
  



  
    
      
      Link to this type
    
    arrow_short_int/0


      
       
       View Source
     


  


  

      

          -type arrow_short_int() :: s8 | s16 | s32 | s64.


      


Shorthand representation for any signed integer in Apache Arrow. Includes Int 8, Int 16, Int 32 and Int 64.
  



  
    
      
      Link to this type
    
    arrow_short_nested_type/0


      
       
       View Source
     


  


  

      

          -type arrow_short_nested_type() ::
    {fixed_list, arrow_short_nested_type() | arrow_shorthand_type(), pos_integer()} |
    {variable_list, arrow_short_nested_type() | arrow_shorthand_type(), undefined}.


      


A Nested Type in which the base primitive type is in shorthand.
  



  
    
      
      Link to this type
    
    arrow_short_uint/0


      
       
       View Source
     


  


  

      

          -type arrow_short_uint() :: u8 | u16 | u32 | u64.


      


Shorthand representation for any unsigned integer in Apache Arrow. Includes UInt 8, UInt 16, UInt 32 and UInt 64.
  



  
    
      
      Link to this type
    
    arrow_shorthand_type/0


      
       
       View Source
     


  


  

      

          -type arrow_shorthand_type() ::
    arrow_short_bool() |
    arrow_short_int() |
    arrow_short_uint() |
    arrow_short_float() |
    arrow_short_bin() |
    arrow_short_nested_type().


      


Shorthand syntax of any type.
  



  
    
      
      Link to this type
    
    arrow_type/0


      
       
       View Source
     


  


  

      

          -type arrow_type() :: arrow_primitive_type() | arrow_nested_type().


      


Any type that is native to Apache Arrow that is supported by arrow
  



  
    
      
      Link to this type
    
    arrow_uint/0


      
       
       View Source
     


  


  

      

          -type arrow_uint() :: arrow_long_uint() | arrow_short_uint().


      


Any unsigned integer in Apache Arrow. Includes UInt 8, UInt 16, UInt 32 and UInt 64.
  



  
    
      
      Link to this type
    
    native_type/0


      
       
       View Source
     


  


  

      

          -type native_type() :: boolean() | undefined | nil | integer() | float() | binary().


      


Any Erlang datatype which arrow supports serializing from and deserializing into.
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      Link to this function
    
    bit_length(Type)


      
       
       View Source
     


  


  

      

          -spec bit_length(Type :: arrow_type()) -> Length :: pos_integer() | undefined.


      


Returns the size of the type in bits.
  



  
    
      
      Link to this function
    
    byte_length(Type)


      
       
       View Source
     


  


  

      

          -spec byte_length(Type :: arrow_type()) -> Length :: pos_integer() | undefined.


      


Returns the size of the type in bytes.
  



  
    
      
      Link to this function
    
    normalize(Type)


      
       
       View Source
     


  


  

      

          -spec normalize(Type :: arrow_type()) -> arrow_longhand_type().


      



  



  
    
      
      Link to this function
    
    serialize(Value, Type)


      
       
       View Source
     


  


  

      

          -spec serialize(Value :: native_type(), Type :: arrow_longhand_type()) -> binary().


      



  


        

      



  

    
arrow_variable_binary_array 
    



      
Provides support for Arrow's Variable-Sized Binary Layout.
The Variable-Sized Binary Layout[1] provides support for storing binaries of varying length in a way similar to the primitive layout, i.e. in a 1 Dimensional Array.
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    Functions
  


    
      
        from_erlang(Values)

      


        Creates a Variable-Sized Binary Array given the values


    


    
      
        from_erlang(Values, Opts)

      


        Creates a Variable-Sized Binary Array given the values and options in the form of a map, from its erlang representation.
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      Link to this function
    
    from_erlang(Values)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Values :: [arrow_type:native_type()]) -> Array :: #array{}.


      


Creates a Variable-Sized Binary Array given the values
  



  
    
      
      Link to this function
    
    from_erlang(Values, Opts)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Values :: [arrow_type:native_type()], Opts :: map()) -> Array :: #array{}.


      


Creates a Variable-Sized Binary Array given the values and options in the form of a map, from its erlang representation.
  


        

      



  

    
arrow_variable_list_array 
    



      
Provides support for Arrow's Fixed-Size List Layout.
This module provides support for the Fixed-Size List Layout[1], which is an layout that supports storing a list of lists of a specific length and nesting.
[bookmark: Invalid_Input]Invalid Input
It is important that care is taken when passing input values to this module. For performance reasons, the input is not validated. The function crashes on nesting that is inconsitent: a. with the type, b. between elements. The behaviour on invalid input CANNOT BE GUARANTEED. Therefore, one must be careful to not to CRASH THE PROCESS or worse still, PRODUCE INVALID OUTPUT.
Any input must follow the following rules:
	The nesting of each element must be consistent with the type
	The nesting of each element must be consistent with each other

[1]: https://arrow.apache.org/docs/format/Columnar.html#variable-size-list-layout
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    Functions
  


    
      
        from_erlang(Values, Type)

      


    





      


      
        
          
            
            Anchor for this section
          
Functions
        

        


  
    
      
      Link to this function
    
    from_erlang(Values, Type)


      
       
       View Source
     


  


  

      

          -spec from_erlang(Values :: list(), Type :: map() | arrow_type:arrow_type()) -> Array :: #array{}.
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